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SUMMARY:
The study presents a hybrid deep learning model combining Convolutional Neural Networks (CNN) and Transformers for detecting attacks in IoT environments. Utilizing the CIC-IoT-2023 dataset, the model achieved high performance metrics: 99.97% accuracy and a loss of 0.0123, demonstrating its effectiveness in real-time attack detection.

ABSTRACT:
The rapid development of Internet of Things (IoT) devices has enhanced connectivity and accessibility. Nevertheless, the increasing interconnectivity of these environments presents new threat levels, requiring robust anomaly detection. In this study, a new security method that is based on deep learning is presented to mitigate the particular threats that are associated with Internet of Things networks. The proposed approach employs deep neural networks to efficiently monitor network activity patterns and detect potential vulnerabilities in real-time communication. A hybrid CNN-Transformer model for attack detection and classification in IoT networks is proposed in this study. To create and test this approach, we analyzed the CIC-IoT-2023 dataset, which includes 33 distinct IoT threat types distributed over 7 distinct categories. The experimental findings demonstrate that the proposed model works excellently, with a precision of 99.96%, a recall of 99.96%, an F1 score of 99.96%, and an accuracy of 99.97% with a loss of 0.0123. Moreover, the proposed model is analysed based on computational time and resource consumption, demonstrating its efficacy in detecting and classifying attacks, with minimised computational complexity while maintaining high accuracy.

INTRODUCTION: 
The Internet of Things technology has advanced significantly in recent years, and we have entered a highly interconnected digital world. Many different industries are currently using Internet of Things (IoT) devices, including health care, agricultural activity, transportation, aerospace, and production1. Renowned experts project that the Internet of Things (IoT) and related applications will significantly affect the world economy by 2025, with annual effects ranging from $3.9 trillion to $11.1 trillion2. On the other hand, new security-related difficulties arise due to this flawless connection. As IoT devices have evolved, they have become increasingly vulnerable to cyberattacks, making it necessary to prevent unauthorized access and attacks on these devices. In an atmosphere with a wide range of devices, some gadgets are more vulnerable to the attack than others3. Not only do these devices affect the security of the Internet of Things system, but they also affect the transmission channels that are a part of the system, and they may even cause the transmission network to fail in part or as a whole. Machine learning (ML) and deep learning (DL) are two branches of artificial intelligence (AI) that have significantly improved several domains, such as healthcare systems4, computer vision5, and wireless communications6 and network security7. These advancements have been made possible by the improvement of their respective technologies. Regarding the Internet of Things, it is usual practice to set up intrusion detection systems that rely on deep learning and machine learning4,5.

The suggested intrusion detection system scans network traffic for unusual data flows and processes packets, including recently captured benign information. This allows the system to identify innovative attacks. Two approaches are used, signature-based and anomaly-based, to detect intrusions. One intrusion detection method that relies on signatures is keeping checks on packet traffic inside the network and comparing the values found with those designated as signatures of known attacks. This is done in order to identify vulnerabilities in the network. Anomaly-based methods are used to identify attacks by recording user parameters that exhibit a divergence from the parameters considered authentic for users. Therefore, to improve the detection of attacks, this research introduces a deep learning model that combines a Transformer with a convolutional neural network (CNN). In order to create multi-space feature subsets that allow for a more thorough nonlinear representation, the original data is transformed into several subspaces using a CNN component in the proposed model. After this, the feature associations are finalised, and deeper qualities, such as detailed features, are extracted using the Transformer component. In the end, the softmax function builds relationships between features and labels. The suggested approach shows outstanding performance in detecting attacks by combining the best features of the CNN approach and the Transformer model. 

Below, the main objectives of this research are highlighted: (i) Built an advanced framework for detecting anomalies in the context of the Internet of Things. This framework makes it possible to improve the detection of malicious information generated by heterogeneous Internet of Things (IoT) devices that have been hacked or compromised. (ii) The research demonstrates an effective method for extracting relevant characteristics from datasets to detect anomalies based on IoT. When applied to these devices, this technique makes attack detection more effective. (iii) To identify attacks, the article presents an adaptive model that uses Transformers and CNN. This model aims to detect intrusions into the Internet of Things environment that originate from the network. (iv) A multiclass classification technique is used to test and verify the proposed model using the CIC-IoT23 security dataset. Using a multiclass classification technique, the evaluation successfully distinguishes between seven attacks launched by IoT botnets and harmless traffic.
 (v) Using a number of characteristics, the suggested approach is compared to current methodologies. This comparison investigation shows that the suggested approach is better and successful in identifying attacks on the Internet of Things (IoT).

The proposed hybrid CNN-Transformer model is better at generalizing and being robust than traditional signature- and anomaly-based IDS methods2,5 because it combines spatial feature extraction with temporal attention. It gets better accuracy and recalls with less manual feature engineering than traditional ML/DL methods6,8. Earlier hybrid models9,10 could not adapt to changes in real time. The proposed approach solves this by using lightweight architecture and optimization.

The rapidly expanding domain of IoT and associated security issues has prompted significant intrusion detection studies. The literature review focuses on key research works and their contributions to provide a more in-depth understanding of the solutions currently considered state-of-the-art.

A hybrid model that utilizes an adaptive CNN-GRU architecture was proposed by Nandanwar and Katarya11 for the purpose of detecting and classifying botnet attacks in Industrial Internet of Things (IIoT) environments.

With an F1 score of 98.59% and an accuracy rate of 98.75% utilising the CIC-IoT2023 dataset, Jony et al.12  suggested an LSTM-based model that successfully predicts cyber-attack patterns. A machine learning ensemble strategy was suggested in this research8 as a binary classification method for detecting and eradicating false data in IoT networks. The model employs a gradient boosting machine ensemble to identify abnormalities and mitigate zero-day assaults. The model attained an accuracy of 98.27%. Also, precision and recall are at 96.40% and 95.70% respectively, making it appropriate for essential IoT applications. de Caldas Filho et al.13 developed a  hybrid Intrusion Detection System (IDS) that combines Network-Based and Host-Based IDS. This integrated Intrusion Response System (IRS) proactively detects and prevents zero-day threats. The author also used a decentralised federated learning system to identify anomalies using deep learning. This federated training and detection with deep learning achieves 89.753% detection accuracy in a decentralised IoT infrastructure. Wang et al.14 presented a threat detection tool called ThreatInsight, which reduced the need for system audit logs. ThreatInsight identifies and attributes attackers using fact-based and semantic reasoning approaches. By producing analysis reports, the technology improves early detection capabilities in cybersecurity protection systems and offers real-time analysis.

Chai et al.15 presented a malware detection method using dynamic convolution to extract features and class features adaptively. The author suggested a dynamic activation function that uses sample correlations to decrease the impact of irrelevant characteristics, based on dual-sample analysis. The distance between query samples and prototypes is calculated using a metric-based technique for successful malware identification. In terms of experimental findings, this method shows significant improvements over existing few-shot malware detection algorithms. Shah et al.16 present an AI-driven system model aimed at enhancing IoT security by detecting malicious users through binary classification and employing blockchain technology for secure data storage. It addresses potential exploits of blockchain smart contracts by implementing deep learning algorithms for classification, ultimately providing a comprehensive security framework evaluated through various performance metrics. 

Luo et al.17 introduced a novel system for Internet of Things (IoT) applications, EDL-WADS, which has four modules: a feature learning module for URL request representations, a deep learning module with three models for diverse URL request representations, a decision module for integrating model results using an ensemble classifier, and a fine-tuning module for real-time updates. EDL-WADS beat baseline models with 99.47% accuracy, 99.29% true positive rate, 99.70% precision, and 0.0033 false positive rate in testing on varied datasets. Its limitations included the system's concentration on SQL injection and cross-site scripting detection, as well as the CNN model's poor performance.

Tian et al.18 presented a distributed deep learning-based method for detecting attacks on the web by examining URLs. Deployed on edge devices, the system is designed to identify web threats. Two concurrent deep models were employed to conduct experiments on the system, and the system was compared to existing systems using a variety of datasets. The system is competitive for web attack detection with 99.410% accuracy, 98.91% TPR, and 99.55% detection rate of normal requests.

Chai et al.19 proposed MalFSCIL, a novel framework that uses a decoupled training approach with a variational autoencoder to reduce catastrophic forgetting and a class prototyping-based dynamic boundary delineation technique for exact decision boundary delineation. This approach outperforms other malware detection and classification methods on open-source and corporate datasets. Table 19,7,20–32 gives a brief review of existing work. 

[Place Table 1 here]

The proposed CNN-Transformer model offers complete security for IoT networks because it directly addresses the narrow attack possibilities and limited feature-learning capabilities of previous methods. Combining convolutional encoding with self-attention mechanisms eliminates the low detection boundaries of earlier CNN-only10,13 or Transformer-only33 methods. Also, the specific changes we made to each CNN encoding layer make domain transfer more effective while cutting down on training time and computational overhead.These improvements enable the use of security analytics in real time in operational IoT settings. The proposed model is a big step in protecting IoT ecosystems from new, more complex threats.

PROTOCOL: 
This section discusses attack detection system-related research materials and methods in the IoT environment. In order to replicate the experiments on the CIC-IoT-2023 dataset, this protocol outlines specific procedures.  The subsequent Table of Materials contains a list of all the hardware and software used.  Python (pandas, scikit-learn, and TensorFlow Keras) is used to implement the pipeline, which is run on Google Colab with PySpark available for large-file preprocessing. A detailed description of the data preprocessing procedures has been provided.
Dataset
The CIC-IoT-2023 dataset, which was released by the University of New Brunswick's Canadian Institute for Cybersecurity. "CIC IoT dataset 2023" (UNB CIC datasets page) and the dataset article34 are the official CIC dataset page and paper. The dataset can be downloaded from the CIC website and is accessible to the general public. Instead of using raw PCAPs, the pre-extracted feature CSV files (flows/features) are used in this research. Wireshark/mergecap and CICFlowMeter are used in the raw experiments that generated the dataset; featured CSVs are used in this work. This dataset is derived from real IoT devices, is used in this research. Included in the data set are records from 33 known attacks on 105 different IoT devices. Unlike previous IoT datasets, CIC-IoT-2023 includes a wide variety of attack types. The amount of each label linked to benign traffic is shown in Figure 1. A total of 46 attributes and 1 label make up this dataset. Compared to CSE-CIC-IDS 2018, which had 84 features, CIC-IoT-2023 has 37 fewer features.

[Place Figure 1 here].

Data preprocessing
Datasets should not be utilized in deep learning algorithms without sufficient preprocessing. Preprocessing is done to provide the algorithm with finer data, ultimately making the model more efficient. The output of the preprocessing pipeline—after label encoding, feature scaling, and feature selection—is termed "Final Data" and serves as the input to both CNN and Transformer components. The following steps are in Google Colab using Python. This research used Python 3.8.10, pandas 1.3.4, NumPy 1.21.4, scikit-learn 1.0.2, matplotlib 3.4.3, and TensorFlow/Keras 2.6.0 . The random seed was set to 42 for all runs.

Data acquisition
This step includes cleaning the data acquired from real-world contexts, since it often contains many errors and inconsistencies. If the dataset contains text values, for instance, it is impossible to utilise such values in deep learning training without first converting them to numerical form. When working with the dataset, the first thing that is done is to remove blank values and delete cells with no data in them. Rows with missing data were eliminated to avoid any adverse effects on the model. 

The CIC-IoT-2023 dataset is loaded using pd.read_csv('ciciot2023_features_part.csv'). This research used Google Colab for model training and PySpark for initial cleaning. To detect missingness, the following methods are used: df.shape, df.info(), df.isnull().sum(), and df.duplicated().sum() for duplicates. Duplicates are eliminated using df.drop_duplicates(inplace=True). Numeric column type is verified using the formula df[col] = pd.to_numeric(df[col], errors='coerce'). If new NaNs appear, missing-value handling is reapplied. Features that are constant or nearly constant are also eliminated using df.drop(columns=low_variance_cols, inplace=True).

Label encoding
The next step is to transform the text labels into a numerical representation so the model can understand them. For binary classification, there are two separate kinds of labels. There are 46,686,579 records, with 45,588,384 labeled as malicious attacks. With 1,098,195 records included, the benign label is set to 0. There are seven separate types of attacks in multiclass classification. There are eight labels altogether, including the benign traffic. Figure 2 shows the count of each category of these labels. Multiclass mapping used in this research is: 0 for Benign, 1 for DoS, 2 for DDoS, 3 for recon, 4 for web-based attack, 5 for spoofing, 6 for bruteForce, and 7 for mirai attack. 

[Place Figure 2 here]. 

Feature scaling
Feature scaling is a common method for enhancing the overall performance of deep learning models. Feature scaling in this study is accomplished using Min Max Scaler and Standard Scaler technologies. The research did not use them for testing; instead, it only used the scaler on the training set to prevent data leakage.  Data may be normalized to a zero-mean, one-standard-deviation distribution with the help of the Standard Scaler method. One way to do this is to divide the original number by the standard deviation. For this StandardScaler() function is called by importing StandardScaler from sklearn.preprocessing.  By applying a range, often between 0 and 1, the Min Max Scaler normalizes the data. MinMaxScaler() function from scikit-learn was used to implement this. 
As indicated in Eq. (1), the normalizing formula is:


Where X stands for the original point value and Xnormalized for its transformed form, Xmin represents the lowest value of the variable, while Xmax denotes the highest value of the variable within the data set.

Feature selection
Incorporating all characteristics from large datasets into training is not always helpful. Features inside the dataset may exhibit correlation and may not enhance the outcome. Furthermore, an excessive number of values escalates the expense of training. To find features that are not needed, we calculate their correlation matrices and exclude the ones with strong correlations from the dataset. Pearson's correlation coefficient, which quantifies the linear relationship between two features, is used to compute the correlation. A value between -1 and +1 is obtained by dividing the covariance of the two variables by the product of their standard deviations.This is optional and performed in the pipeline with Recursive Feature Elimination (RFE) for feature selection with a decision tree classifier. Recursive feature elimination repeatedly finds the most relevant features by training the classifier model and discarding the least significant ones. The code utilises RFE from sklearn.feature_selection with a Decision Tree Classifier as the estimator. Following the implementation of recursive feature elimination, 30 of the 46 characteristics have been picked for each of the seven attack categories, as shown in Table 2. A feature may be categorised under many attack classifications. Following the completion of the process outlined in Figure 3, the process of selecting the attack classes included within the dataset is carried out. Modern CNNs excel at learning hierarchical representations from raw data, but pre-selecting a small, high-quality feature set using RFE has significant advantages. First, RFE with a Decision Tree classifier quickly removes noisy or redundant data that might delay convergence during early training cycles. Second, centring the CNN on a smaller pool of actually valuable signals reduces overfitting, which is crucial in IoT traffic datasets with highly skewed benign and harmful patterns. The decision tree's recursive elimination method ranks features for better model explainability and identifying domain-specific biases before deep training. Finally, initializing the CNN-Transformer on this pruned feature set yields faster convergence and lower GPU memory use, proving that RFE actively accelerates and stabilizes end-to-end feature learning. 

[Place Table 2 and Figure 3 here]

Split the dataset into an 80% train and a 20% test set by following the step: train_test_split (X_train, y_train, test_size=0.20, random_state=42). The 80% training set is further split using train_test_split(X_train, y_train, test_size=0.20,random_state=42). All model selection and hyperparameter tuning are done using these precise splits. The synthetic minority oversampling technique (SMOTE) is used when there is a class imbalance problem. Only the training set was subjected to SMOTE following splitting and scaling. The effect of SMOTE is presented in the results. Following RFE, the study parallels the CNN and Transformer branches using the same 30 features that were chosen for each sample. The further details of processing these 30 features are mentioned in the proposed methodology section.

Proposed methodology
An effective security framework for IoT systems that can more accurately detect attacks will be built with the help of a deep learning model. A hybrid security strategy that combines convolutional neural networks (CNNs) with transformer models is proposed. This method entails training the CNN architecture using weights from a bigger dataset and then fine-tuning the parameters of the model using a smaller dataset as a goal. The primary goal of this model is to improve the efficiency of intrusion detection in the IoT. 

This research used PySpark, a Google Colab platform that allows users to run Python programs on Apache Spark. Using the Scikit-learn and Keras packages, deep learning algorithms have been developed. To train and test the model, the following configuration was used: Operating system: Mac OS v12.6; - M2 Apple Silicon; - 13.3-inch display; - 8-core CPU; - 8-core GPU; - 32 GB RAM; - 256 GB SSD.

The Canadian Institute for Cybersecurity (CIC) has created a comprehensive IoT threat dataset to advance security analysis applications in practical IoT environments34. There were a total of 33 attacks on a network of 105 connected devices in an IoT system. With a total number of 46,179,314 incidents, attacks are categorized into seven groups: DDoS, Recon, DoS, web-based, spoofing, and brute force, in addition to Mirai. There are 37,349,263 instances in the training set, 8,830,051 instances in the test set, and a total of 46 characteristics in the dataset. In every instance, malevolent IoT devices launch attacks on other IoT devices. A total of 67 IoT devices and 38 Zigbee and Z-Wave devices connected to 5 hubs were affected by the attacks. A network of connected sensors, cameras, microcontrollers, and smart home devices may be set up to execute different types of attacks and record the traffic that results from them. Wireshark captures network traffic in PCAP format for further analysis. Since each experiment stores two streams of data, mergecap is used to combine the PCAP files. Various IoT devices were used to compile the dataset, including audio players, video recorders, hubs, power outlets, home automation systems, lighting, sensors, and NextGen gadgets.

This section gives a detailed research methodology consisting of many sequential phases used in the study. Furthermore, the part defines the proposed algorithm sequentially and provides a detailed flowchart of the research process.

CNN
The CNN algorithm uses an artificial neural network, a deep learning approach. Figure 4 illustrates the underlying algorithm that CNN uses: fully connected layers, pooling, flattening, and convolution are all a part of it. A CNN cannot function without the convolution layer. Receiving cell data is processed by the convolutional layer.

In Equation (2), the output volume (Vo) is determined by P (stride), Vi (input volume), S (convolutional layer neuron kernel size), and M (zero padding).

After, a filter is used to extract the properties of the input value during convolution. This layer creates a feature map. Reducing input data size by pooling simplifies training and reduces the number of parameters to compute. The pooling layer may be chosen using either the largest value within the given size or the average of the values. The developed technique includes two layers of convolution and two levels of pooling. The feature extraction process begins here. The feature data that was obtained is made available for computation. CNN algorithms are available in one, two, or three dimensions. The model employed a convolutional neural network with just one dimension. The layers in the classifying area are known as flattened, fully connected. The data has to be flattened after the convolutional phase so it may be used in the fully connected phase. The flatten layer is where this process is carried out. Within the fully linked layer, the conventional paradigm of artificial neural networks is used. To apply CNN to the data that is not image-based, the input dimensions must be transformed. As a result, CNN may use one-dimensional convolutional layers that are one-dimensional35.

[Place Figure 4 here]

Transformer learning
Furthermore, in order to carry out further experiments, we make use of the transformer modelling framework. The model can simultaneously handle all points in the sequence due to the transformer's self-attention mechanism. The result is a faster training time for the model and better use of computer resources by the transformer during inference and training. The transformer is primarily composed of a series of stacked encoders and decoders. The process of encoding involves changing one language into another, but the process of decoding involves determining the likelihood of a different language using previous outputs. Since encoders are mostly responsible for feature extraction, the suggested model exclusively uses encoder components. The transformer encoder consists of input/position embedding, a feedforward neural network, layer normalization, multi-head self-attention, and a residual network.

To prepare the input data for processing by the transformer, an embedding layer is used to convert the categorical characteristics into dense vector representations. Position embedding shows how features are connected sequentially, while input embedding shows how different inputs are related in a common space. Before the transformer processes categorical characteristics, this research uses input embedding to transform them into dense vectors.

An expansion of the attention mechanism, the multihead self-attention mechanism is the foundation of the transformer architecture. Using a scaled dot product, this research employs the multi-headed self-attention mechanism.

where the query matrix (Q), key matrix (K), value matrix (V), and key matrix dimension (dk) are respectively denoted. By allowing the model to concentrate on data from various features mapped to separate subspaces, resulting in distinct attention values, a multi-head scaled dot-product attention mechanism varies from the scaled dot-product attention mechanism. Overfitting is less likely when attention levels are computed independently for each head. The specific formulation is as follows:


Where h is the number of attention heads, dv and dmodel represent the dimension of v and model. Also, 
Next, layer normalization is used to stabilize the training process. To prevent gradient explosion, layer normalization limits the output of each layer to a certain range. Both the model's convergence and training speed may be improved by this. While batch normalization takes batch data into account, Layer normalization does not. 

CNN-Transformer proposed model
This research offers a hybrid CNN-Transformer technique for detecting intrusions in IoT networks, considering the distinct benefits of both architectures. Figure 5 shows the main components of the proposed CNN-Transformer hybrid technique. After performing all preprocessing stages, including cleaning, normalization, label encoding, and feature selection, each sample in the dataset is represented by a 30-dimensional feature vector, which is called  Final Data. The same Final Data is duplicated and fed in parallel to both branches of the hybrid model. Then, this Final Data is sent to both the CNN and Transformer blocks simultaneously. CNN and transformer do not rely on one another in any way; they may both work on the same input data at the same time. The flattened outputs of the two branches, CNN and Transformer, are concatenated to produce a fused feature vector, which is passed to the dense layers, which classify them. The CNN block changes the input shape to (num_features, 1) so that convolutional operations can be done across feature dimensions to find local spatial patterns. At the same time, the Transformer branch changes the same input into a sequential format and sends it to a higher-dimensional embedding space, followed by positional encoding. This lets the transformer pay self-attention in the feature space and find global contextual relationships. The transformer's unique design is used for feature extraction, while the sigmoid function and completely linked layers provide the mapping connection between features and labels. The CNN-Transformer model is structurally represented by Figure 5. The result is an eight-category system for classifying attacks, with DDoS, Recon, DoS, Benign, Web-based, Spoofing, Brute Force, and Mirai as component parts. The evaluation process of the proposed CNN-Transformer is shown in Figure 5. 

[Place Figure 5 here]

Two one-dimensional convolutional neural networks (CNNs) with 64- and 128-unit filters and a 3-kernel size, two max-pooling layers, a flattening step, three dense layers with 256, 128, and 64 units, and three dropout layers make up the convolutional neural network (CNN) layer.

The input data is processed via a 1D convolutional layer with a ReLU activation function, 64 filters, a 3x3 kernel, and a 1x1 stride in the first layer. Following the preceding layer is a MaxPooling1D layer with a pool size of 2. In order to make the model more flexible and to decrease its computational cost, this layer decreases the spatial dimensions of the output area. Layer three is yet another 1D convolutional layer; it has 128 filters, a kernel of three sizes, a stride of one, and an activation function named ReLU. Using more filters to extract input characteristics, this layer is similar to the first max pooling layer. The first layer's output is then processed using the technique. Afterwards, a maximum pooling layer was added after the second convolution layer, and its pool size was also 2. Once again, this layer is used to downsample the feature maps. The fifth layer is a flattening layer, and it takes the output from the previous layer and makes it into a one-dimensional vector.

The obtained feature subsets are input embedded as a last step before becoming the transformer's input. In addition, multi-head attention—a one-dimensional vector of eight heads with a 32-key dimension—is used to assess the significance of each head. The multi-head attention layer is the main component of the transformer. This layer allows the model to learn from the embedded representations of different characteristics in an adaptive way. The multi-head attention layer is made up of several self-attention heads, which are also called "scaled dot-product attention". Subsequent to applying layer normalization with epsilon set to 1e-6, the objective is to eradicate scale discrepancies among various characteristics and ensure output stability. By keeping each layer's output within a predetermined range, layer normalization lessens the likelihood of gradient explosion. Following the transformer's output is a flattening layer, which simplifies its combination with the CNN by reducing it to a single vector.

The next step is to combine the CNN and Transformer's flattened outputs using a concatenation layer. Activation function "relu," L2 regularisation, and a dense layer with 256 units follow the flatten layer. This is followed by a dropout layer with a rate of 0.5, which helps avoid overfitting. An additional 128-unit dense layer using L2 regularization and the "relu" activation function follows. The dropout rate in an additional dropout layer is 0.3. ReLU activation function, L2 regularization, and a 64-unit dense layer comprise the subsequent layer. The next layer takes the form of a 0.2 rate dropout layer, randomly eliminating 20% of the units inside. A dense layer with a softmax activation function creates a probability distribution for the last layer's output classes. There are exactly as many units in this layer as there are output classes.

The suggested model may be expressed numerically as follows:
Let X be the CNN input data, where X ∈ R(n×1), after reshaping, and n is the number of selected features, respectively. X is put into a higher-dimensional embedding space of shape R(n × d_model) for the Transformer block. Before it goes into the self-attention mechanism, positional encoding is used.

The following is the expression of the operation in the Conv1D layer, which uses 64 filters and a kernel size of 3:

where Yi,j is the output at position j of the ith filter, k is the kernel of size 3, b1∈ R64 is the bias term for each filter, Wk represents filter weights, and ReLU is the activation function. Next, the MaxPooling layer is applied with a pool size of 2, giving an output Z1,j.

An extra ID convolution layer with a 3 kernel size and 128 filters is included as the model's third layer; its expression is:


Where k is the kernel of size 3, b2∈ R128 is the bias term for each filter, and ReLU is the activation function. Another max pool layer is applied, getting the input from the second convolution layer with a pool size of 2. The output Z2,j is given by:

The fifth layer is a flattening layer expressed as:


Next are the transformer layers, which include an embedding layer, a multi-head attention layer, and layer normalization



E is the embedding vector for input class label c, and We is the weight matrix containing embedding vectors for all categories. This maps each integer in c to a dense vector of 32 real-valued components. Next is a multi-head attention layer, as formulated in Equation (3),(4) and (5).

The key matrix has a size of dk =32 and a dimension of h=8. dv and dmodel stand for v's and model's respective dimensions. Also, 

For an output x = MultiHead(Q,K,V), layer normalization provides:

Where y is the normalized output, γ and β are the learnable parameters, and μ and σ² denote the mean and variance for x, respectively. Next is the flattening layer for the transformer, defined as
 

At the end of all the layers, the resultant expression is shown as

















Where Z1∈R256, Z2∈R128, Z3∈R64, and Y∈R8. This hybrid model also calculates the loss function for multiclass classification, which can be expressed as

where:
Yc represents the true label (one-hot encoded) for class cc,
Y'c is the predicted probability for class c
The proposed algorithm is explained in Table 3 in detail. 

[Place Table 3 here]

RESULTS:
This section presents the evaluation parameters along with the test results. 

Performance evaluation metrics
The effectiveness of the models may be evaluated using several defined criteria for evaluation. Accuracy, recall, precision, F1 score, ROC, confusion matrix, and other statistical metrics are shown in Table 4. Insights into the models' overall performance are provided by the metrics. 

[Place Table 4 here]

Using the recently created CICIoT2023 datasets, this experiment tested how well the CNN-Transformer model could detect attacks. 80% of the dataset was reserved for training, with 20% placed aside for testing. To evaluate the model's performance on new data and find the optimum value for its hyperparameters, we split the training set further into a training and validation set with again the ratio of 80:20. Accuracy, recall, F1 score, precision, area under the curve (AUC), and loss were some of the measures employed, each based on a different category.

 As shown in Table 5, the suggested model has an accuracy of 99.97% and a loss of 0.0123 with an F1 score of 99.96% and a recall of 99.97%; the precision is 99.96%. Softmax was used to activate the model's output layers, while the Rectified Linear Unit (ReLU) function was used to activate the hidden layers. The Adam optimizer and categorical cross-entropy loss function were used in this experiment. 

[Place Table 5 here]

Figure 6A compares validation and training accuracy in the proposed model. A comparison of training loss and validation loss, used to assess model performance on training data and validation set, is shown in Figure 6B. Upon reaching a certain threshold, the figure demonstrates that both loss values begin to decrease and then stabilize, with just a little variance in the final values. This shows how well the model learns over time and does not imply overfitting or underfitting. The horizontal axis in both images stands for the passing of time, while the vertical axis denotes accuracy and loss. A pattern shows that fewer epochs lead to lower accuracy, whereas more epochs lead to higher accuracy. This dynamic demonstrates how the model learns from its mistakes and better recognizes patterns in the training data.

[Place Figure 6 here]

Figure 7 shows the ROC curves for the proposed model at various positive value recognition thresholds, which show the relationship between recall and accuracy. The receiver operating characteristic (ROC) curve measures how well the model can distinguish between true and false positives. At various classification thresholds, the graph shows the trade-off between accuracy and recall by showing the true-positive rate and the false-positive rate. To choose the best threshold for the model and see how well it works in identifying positive cases, the ROC curve may be utilized to find the optimal value between both precision and sensitivity; this graph is a great tool. As shown in Table 5, the hybrid CNN–Transformer model obtained 99.97% accuracy, 99.96% F1‑score, and an AUC of 1.00 on the CIC‑IoT2023 test set, as in Figure 7A–C. Our metrics analysis identifies individual classification difficulties, optimises the model's hyperparameters, and measures overall performance. In addition, we evaluated several additional metrics, such as the True negative rate (TNR) and false-positive rate (FPR) for each class. The TNR for each class is shown in Figure 8, where higher values indicate better negative case detection. A TNR score around one suggests accurate identification of all negative instances. The results provide light on the model's efficacy in classifying negative predictions, which assists in evaluating the specificity of the model and its capacity to reduce the number of false positive mistakes. 

[Place Figure 7 here]
[Place Figure 8 here]

Figure 9 illustrates and demonstrates the FNR values for each sort of attack. A smaller FNR value means that there are fewer missed positive instances. This means that the model is better at detecting true positive class values. 

[Place Figure 9 Here]

Not only did the suggested model display robust multiclass classification by achieving a balance between accuracy and its capacity to recognise major instances, but it also achieved good precision, recall, and F1 scores. The TNR and FNR plots provide a better understanding of the model's performance, in addition to additional metrics, which made optimisation efforts easier to accomplish.

Performance on CIC-IoT-2023 with SMOTE
The SMOTE method is used to fix the class imbalance in the CIC-IoT-2023 dataset, which has about 73% DDoS and only about 0.03% Brute Force. During training, SMOTE was used to make imitations for minor classes, like Brute Force, Web, and Spoofing. The overall model accuracy decreased slightly, from 99.97% to 99.27%, and the average loss went up from 0.0123 to 0.2251. However, the per-class detection performance got a lot better for minority classes. As shown in Figure 10, a detailed confusion matrix shows fewer false negatives in rare classes like Brute Force, which often used to be misclassified as benign. This improvement suggests that adding SMOTE made the model more sensitive to threats that were not well represented, even though it came at the cost of small decreases in overall accuracy and loss. 

[Place Figure 10 here]

Computational complexity analysis
The limited computing capability and memory of Internet of Things (IoT) devices make it difficult to deploy highly complex deep learning models. These crucial variables form the basis of the evaluation of the suggested model.

Time complexity
A model's hyperparameters, including its trainable parameters—the number of filters, kernel size, transformer layers, and dense layers—largely determine its time complexity. This may be approximated using a formula incorporating these hyperparameters:

Where:
numfilters: count of convolutional layers' filters.
kernelsize: the size of the convolution kernel.
numfeatures: the number of selected input features. 
numtimesteps: the count of the input sequence's time step.
numrec_units: the count of the transformer layers' units. 
numdense_units: the count of dense layer units. 
numclasses: the number of classes as output in the multiclass classification.

The number of trainable parameters directly relates to the time complexity in practice. Because it is necessary to assess the model at each step to calculate the gradients of the loss function concerning the model parameters, training the model is computationally expensive. The part of the training that requires the greatest computer power is determining gradients and testing the model at each stage. The dataset size and number of epochs determine the number of training steps. Table 6 summarizes this analysis. 

[Place Table 6 here]

CPU and memory usage
Use of RAM grows in direct proportion to the input size, model complexity, and training step count. The more trainable parameters a model has, the more complicated its space requirements become because keeping track of the values of more parameters requires more memory, meaning that a larger number of parameters will need more memory overall. The trainable parameters, data input, activations at intermediate stages, and gradients are all saved in memory. All three factors—the quantity of units in the model, the amount of the input data, and the number of training steps—increase the memory needed for these processes. Figure 11 illustrates the memory usage curve throughout the training period of the proposed model over 10 epochs. The smallest recorded memory utilisation was 28.90%, the maximum was 33.90%, and the total average was 32.45%. A significant increase is observed at the 400-s mark, followed by a period of stabilisation in consumption. These steady levels show that the model's memory must stay stable once training starts. Since the approach only uses a moderate amount of resources, it should be manageable with most hardware setups and suitable for larger-scale deployments.

[Place Figure 11 here]

The CPU usage for the dataset is monitored in the same way as the memory usage. The average CPU usage is 62.12%, with spikes of up to 100% and dips as low as 1.50%. Figure 12 shows that the usage changes a lot, with times when the CPU is almost full. This variation is caused by times when there are many forward and backwards runs, and when there is less demand for data I/O. Even with these spikes, most of the changes in system load can be traced back to memory usage, as the system dealt with bigger memory dumps and more tasks running at once over time. Because of this, even though CPU usage could briefly hit 100%, the model's training process stayed stable and computer-friendly during the entire training. Subsequently, we calculated a "computational cost" metric—defined as the integral of CPU utilisation over time—which amounted to 47,212.92 (sec × %CPU). This metric encompasses both the length and severity of CPU load, providing a more refined evaluation than a mere average. Within the context of deep learning tasks, these indications, when taken as a whole, provide a clear and transparent view of the resource needs of the model and highlight the importance of efficient design and scalability.

[Place Figure 12 here]

Network and disk I/O analysis
In addition to CPU and memory, we monitored network usage and disk I/O to assess system resources thoroughly. The network consumption in Figure 13 indicates that the total bytes sent reached 50,048,744 bytes, while the total bytes received are 37,951,116 bytes.

[Place Figure 13 here] 

The significant initial surge is due to the establishment of data transfers; thereafter, network activity remained moderate, indicative of standard communication overhead. The disk I/O activities shown in Figure 14 indicate a total of 3,177 disk reads and 45,037 disk writes, resulting in an average of 63.44 I/O operations per second. This is calculated by aggregating all read/write operations and dividing by the overall training time.

[Place Figure 14 here]


Data Availability: 
The CICIoT2023 dataset used is publically available through the CIC/UNB datasets portal. It includes network traffic from 105 IoT devices under 33 attack scenarios across seven categories, provided in PCAP and CSV formats. The dataset can be accessed at: https://www.unb.ca/cic/datasets/iotdataset-2023.html. The research34 presents each aspect and detail of this dataset. 

FIGURE AND TABLE LEGENDS: 
Figure 1: Count of attacks in the CICIoT2023 dataset. The count names of different types of attacks and benign records in the CICIot2023 dataset are described. These different types of attacks are broadly categorized into 7 attack classes. So there are a total of 8 classes, including benign in multiclass classification. 

Figure 2: The percentage of attack classes including benign traffic. There are seven separate types of attacks in multiclass classification. There are eight labels altogether, including the benign traffic. The figure shows the count of each category of these labels.

Figure 3: Working of the proposed hybrid model. The completion of the process is outlined in the figure. The process of selecting the attack classes included within the dataset is carried out.

Figure 4: CNN basic algorithm. The basic working and components of the CNN model are described.

Figure 5: Architecture of proposed model. The figure shows the input shape and evaluation process of the proposed CNN-Transformer.

Figure 6: Accuracy and loss curves. (A) Training and validation accuracy curve. (B) Training and validation loss curve. Panel A compares validation and training accuracy in the proposed model. A comparison of training loss and validation loss, used to assess model performance on training data and validation set, is shown in panel B.

Figure 7: ROC curves for the proposed CNN-Transformer model. (A) Training set ROC curve. (B) Validation set ROC curve. (C) Testing set ROC curve. The figure shows the ROC curves for the proposed model at various positive value recognition thresholds, illustrating the relationship between recall and accuracy.

Figure 8: True negative rate values on train, validation, and test sets on each class. The figure shows the true negative rate (TNR) for each class, where higher values indicate a better negative case detection. A TNR score around one suggests accurate identification of all negative instances. The results provide light on the model's efficacy in classifying negative predictions, which assists in evaluating the specificity of the model and its capacity to reduce the number of false positive mistakes. 

Figure 9: False Negative rate values on train, validation, and test sets on each class. The figure illustrates the FNR values for each sort of attack and demonstrates them. A smaller FNR value means that there are fewer missed positive instances. This means that the model is better at detecting true positive class values.

Figure 10: Confusion matrix after using SMOTE. A detailed confusion matrix is plotted when the synthetic minority oversampling technique (SMOTE) is used to fix the class imbalance in the CIC-IoT-2023 dataset.

Figure 11: Memory consumption percentage over time for the proposed model. This figure illustrates the memory usage curve throughout the training period of the proposed model over 10 epochs.

Figure 12: CPU usage percentage over time for the proposed model. The CPU usage for the dataset is monitored in this figure. The average CPU usage is 62.12%, with spikes of up to 100% and dips of as low as 1.50%.  The figure shows that the usage changes a lot, with times when the CPU is almost full.

Figure 13: Network usage: Number of bytes sent and received over time. The network consumption is monitored to get a thorough assessment of system resources. The significant initial surge is due to the establishment of data transfers; thereafter, network activity remained moderate, indicative of standard communication overhead.

Figure 14: Disk I/O operations over time for the proposed model. Disk I/O assessment to get a thorough assessment of system resources. The disk I/O activities indicate a total of 3,177 disk reads and 45,037 disk writes, resulting in an average of 63.44 I/O operations per second.

Figure 15: A graphic representation of the suggested model compared to the existing state of the art regarding the accuracy parameter. The figure shows a comparison between the accuracy parameter of the existing approach and the suggested model. In comparison to existing methods, the findings show that the suggested model precisely detects various types of network attacks.

Table 1: Literature of existing work on IoT attack detection using ML/DL. The table provides a brief review of existing work.

Table 2: The selected features of the dataset "CIC-IoT-2023". 30 of the 46 characteristics have been picked for each of the seven attack categories in this research using RFE. The table describes the selected 30 features.

Table 3: The proposed CNN-Transformer algorithm. The proposed algorithm is explained in Table 3 step by step.

Table 4: Performance evaluation metrics. Accuracy, recall, precision, F1 score, ROC,  confusion matrix, and other statistical metrics used in this study are shown in the table.

Table 5: Quantitative analysis of the CNN-Transformer model. Accuracy, loss, F1 score, recall, precision, and AUC of the proposed model are given.

Table 6: Computational time analysis. The dataset size and number of epochs determine the number of training steps. The table summarizes this computational time analysis of the proposed algorithm. 

Table 7: Comparison of proposed model with state-of-the-art approaches on the CICIoT-23 dataset. This table compares the proposed approach against many state-of-the-art methods for identifying IoT network attacks.

DISCUSSION: 
The CNN-Transformer model was tested on the CICIoT2023 datasets, with 80% reserved for training and 20% for testing. The model achieved an accuracy of 99.97%, F1 score of 99.96%, recall of 99.97%, precision of 99.96% and a loss of 0.0123, confirming its effectiveness for IoT intrusion detection. CNN-based approaches, similar to the findings13, are proficient in detecting small spatial patterns within network traffic characteristics; however, they often exhibit constraints in modeling long-range dependencies. Transformer-based models33 are superior at extracting global contextual links, but when applied alone, they can be computationally expensive. By combining the benefits of both designs, our model improved detection performance while being computationally efficient. The ROC curves showed the relationship between recall and accuracy, and the model's performance was evaluated using metrics such as True negative rate (TNR) and false-positive rate (FPR) for each class. The model's time complexity was evaluated using the number of trainable parameters directly related to the model's computational cost. The use of RAM and CPU in a deep learning model increases with input size, model complexity, and training step count. The model's memory needs remain stable once training starts, making it suitable for larger-scale deployments. CPU usage is monitored, with an average of 62.12%, with spikes of up to 100% and dips as low as 1.50%. The model's training process remains stable and computer-friendly, despite CPU usage occasionally reaching 100%. Network and disk I/O analysis also provides a thorough assessment of system resources. The model's training process remains stable and computer-friendly, highlighting the importance of efficient design and scalability in deep learning tasks. Moreover, the proposed CNN-Transformer architecture works well with frameworks that allow post hoc interpretation. Techniques like Grad-CAM can be used on convolutional filters to show important activation areas. Attention weight visualisation shows how the Transformer part gives more weight to temporal features. SHAP-based attribution can also show how certain features, like Flow_Duration, Packet_Length_Mean, or Syn_Flag_Count, affect certain classification results. These explainability pathways make the model more useful and clearer in IoT settings where a lot is at stake.

The UNSW-NB15 dataset, which is a well-known external benchmark in intrusion detection research, is used to test the generalization ability of our hybrid CNN-Transformer model. There are both common and rare types of attacks in this dataset. Some of the more common ones are Generic, Fuzzers, and Reconnaissance, while some of the less common ones are Backdoor and Analysis. The proposed model did a good job of detecting most classes (like Generic and Shellcode), but had a much lower detection rate for rare classes. This was in line with a previous study36, where the CNN-Transformer model did well on classes like Shellcode(almost 100%)  and Reconnaissance(98.85%), but not so well on minority classes like Backdoor and Analysis, i.e., less than 60%. These results show again that even complex hybrid models may not do as well on classes that are not well represented unless they have special strategies for dealing with imbalances. As a result, we can be sure that the proposed model can generalize, and the per-class metrics show that it is needed to keep improving, especially in finding minority classes. Each attack class has precision/recall/F1 as given in the previous study36.

A hybrid CNN-Transformer (DeepECG-Net) on a Raspberry Pi 4B  was used to do real-time ECG and found that it used 30 MB of memory and had a latency of less than 50 ms37. This is close to the estimates above and shows that our architecture can work on a Pi.

A CNN-Transformer with 3 to 6 million parameters usually needs tens of megabytes of RAM. The DeepECG-Net hybrid model, for instance, had a 30 MB footprint when it was put on a Raspberry Pi 4 B. The proposed model has about 5 million parameters and should use about 30 MB  of memory.
It takes tens of milliseconds to run an inference on a Pi 4B (ARM Cortex-A72 @1.5 GHz) for each sample. DeepECG-Net says each input takes "sub-50 ms" on a Pi 4B (about 20 FPS). So, depending on the load, the proposed model will run on Pi 4B for about 30–50 ms per input (about 20–30 FPS).

If the Pi 4 uses about 5 W when running a neural network, then a 50 ms inference uses about 5 W × 0.05 s ≈ 0.25 J (250 mJ). The ballpark is a few 10–1 joules per inference, even though the power changes (Pi 4 idle ≈2.7 W, stress ≈6.4 W). So, the proposed model on Pi 4B will get about 150–300 mJ per inference.

The model uses the TensorFlow Model Optimisation Toolkit to prune small weights (aiming for 50–80% sparsity). This is called magnitude-based pruning. During retraining, magnitude-based weight pruning can set trivial weights to zero and lower the number of parameters. This makes the model smaller and faster to compute with only a small loss of accuracy. This makes the model less dense while still keeping the same structure.

After pruning, TensorFlow Lite is used for post-training quantisation on 8-bit integers. Quantisation changes weights and activations from 32-bit float to 8-bit, which cuts memory and computation by about 4 times. The proposed model will compress by about 3–4 times overall (for example, from 30 MB to less than 10 MB) and speed up with a latency of less than 30 ms.
Also, in NIDS applications, it is becoming increasingly important for deep learning models to handle adversarial attacks. Based on recent research on similar CNN-Transformer architectures, it can be interpreted that adversarial attacks like FGSM and PGD have a big impact on performance. Adversarial training and defensive distillation are two examples of defence mechanisms that have been shown to work to lessen these effects. The proposed model will work well with these defences, and combining these strategies using common tools like IBM ART is a promising addition in future work.

Many deep learning architectures have been used to find IoT attacks, like CNN-LSTM models10, federated Autoencoders6, and BiGRU-CNN38. Many of these methods claim to have high accuracy but have problems with scalability, complexity, or performance with multiple classes. For instance, LGBA-NN39 only got 90% accuracy with a higher loss, and Transformer-only models33 did not have convolutional feature generalization. On the other hand, the proposed  CNN-Transformer architecture uses convolutional subspace encoding and transformer-based feature linking to find a good balance between detection accuracy, generalization, and resource efficiency. Using the "CICIoT23" security dataset, this section compares the proposed approach against many state-of-the-art methods for identifying IoT network attacks. The performance figures for several parameters for these existing approaches are shown in Table 76,10,13,33,38,39,40,41.  The suggested model achieves better results than the competing models for attack multiclass classification when considering accuracy, recall, and loss.

[Place Table 7 here].

With CNN's multispace feature subset creation capabilities, the suggested technique gets representations of intrusion samples in several feature spaces, enriching the feature space. The suggested strategy makes better use of the Transformer component to create the global link of features via embedding and to extract fine-grained and temporal characteristics. The model uses ReLU and softmax, two nonlinear activation functions well-suited for deep learning. In order to produce the final class probabilities, the output layer uses softmax, while the Conv 1D and dense layers use ReLU. Consequently, when compared to other DL and ML models, the suggested method performs better. Both steps prove that the suggested model can accurately forecast different kinds of network attacks. Moreover, hybrid deep learning models such as CNN-LSTM10, CNN-GRU38, and the proposed CNN-Transformer have been shown to be better at finding IoT attacks by learning both spatial and temporal features. This section compares the proposed model's performance to cutting-edge approaches for detecting attacks on the Internet of Things, and the results are insightful. Figure 15 compares the accuracy parameter of the existing approach and the suggested model. Compared to existing methods, the findings show that the suggested model precisely detects various network attacks.

[Place Figure 15 here]

The hybrid model can be used in many important Internet of Things (IoT) areas. Like other hybrid frameworks, the proposed CNN-Transformer model can be flexible and work well for real-time threat detection with lightweight and transferable parts. Keeping IoT networks running safely and efficiently is very important to protect smart environments, industrial systems, and important infrastructure. Some real-world uses for the suggested framework are as follows.

IoT protocols connect many sensors and actuators in industrial settings like manufacturing systems, SCADA platforms, and energy grids. The proposed model can detect attacks like DDoS, spoofing, and brute force attacks23  while running on edge hardware. This makes it suitable for use in real-time in industrial control systems with limited resources.

IoT-enabled medical systems, such as smart diagnostic tools, wearable patient monitors, and hospital telemetry devices, are open to cyberattacks. Using the suggested lightweight CNN-Transformer model on edge devices like Raspberry Pi can find threats right where the data is created, which means faster responses and better data privacy.

Voice assistants, cameras, smart locks, and thermostats are just some of the many devices that can be connected in modern smart homes. These devices can be attacked by networks like Mirai or people trying to log in with brute force. The model can find and categorise many different types of intrusions, which makes the smart living environment safer and more responsive.

Connected cars, road sensors, and traffic infrastructure comprise complex vehicular IoT systems that need fast, reliable security systems. Because it does not use much memory and is very precise at locating objects, the model can be used in cars or roadside equipment to protect against attacks like spoofing and DoS in vehicle-to-everything communication22.

The IoT is becoming more vital to modern life. Security solutions must be developed for the Internet of Things (IoT) if its functions are dependable, secure, and efficient. This study's findings informed the development of a CNN-Transformer model for detecting attacks on the Internet of Things. Security analytics apps may be better integrated into real-world operations using this architecture, and IoT network traffic violations and abnormal activities can be detected more effectively. The model outperforms competing deep learning methods in training and testing on the CIC-IoT2023 dataset, with a validation loss of just 0.0123 and an accuracy of 99.97%. Research shows hybrid deep learning methods better detect attacks on IoT networks with higher accuracy, precision, recall, and F1 score. In addition, the proposed model modifies all of the CNN encoding layers to improve the effectiveness of target domain transfer while reducing the time and resources required for training. 

Although the suggested model can accurately detect attacks on Internet of Things networks, its generalizability may be limited due to its reliance on labelled data and specific classifications of attacks. Adaptation is required continually because the model's performance may change in response to evolving approaches to attack. In order to evaluate the framework's scalability and applicability in the real world for comprehensive Internet of Things security solutions, further study is required. For a more realistic Internet of Things (IoT) network architecture, the proposed framework may require certain improvements to detect attacks that are better focused on the IoT. A bigger dataset with different attacks may be used to test the model's performance in solving difficult multiclass anomaly detection issues. 
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