Reviewer 1:
Major Concerns

1. There is no attempt to measure the dependent variable in Mori’s graph by any means.

Mori's hypothesis predicts negative feelings as a function of human likeness. Understanding how human likeness is perceived is therefore essential. We clarify in the abstract that we are focusing only on the perception of human likeness and we re-emphasize this in the first paragraph of the discussion.
The paper does not aim to explain and test the idea of a direct relationship between category perception and eerie sensation.  This is because we think various other psychological mechanisms need to be considered before testing the relationship between categorization ambiguity and eerie sensation (or reliable measures of negative valence).  

The aim of the video article is to visualize the methodology used in the previous study and to encourage, to broaden the interest about this particular approach to understanding subjective perception of human likeness, and to set this in the context of the UV hypothesis. 
2. There are various tasks in which response time (RT) data could have been collected and probably were: two–alternative forced choice categorization task, same–different perceptual discrimination task, ABX discrimination task. However, RTs are never reported or analyzed. Presumably, for example, same–different RTs across a category boundary would be faster than within a category, and this evidence would converge with and support categorization percentage and discriminant accuracy data. The fact that RTs are not reported might lead a critical reader to assume they were not consistent with the other results. (“The categorization response data thus confirm the second criterion for the presence of CP in that there is better discrimination accuracy for pairs that cross the category boundary than for equidistant pairs drawn from within a category.” So are RTs shorter then?)
The RT data for the two–alternative forced choice categorization task was already reported in Cheetham et al., 2011. We add a new analysis and show the RT figures to help visualization of the results. 

We did not originally report the analysed RT data for the same–different perceptual discrimination task because the classical criteria for CP rely on response data. As a matter of caution we did collect and analyze the RT data. The RT data showed the differences you anticipate. For clarity, we report the RT results and show the RT figures to help visualization of the results. 
These results are also discussed.
The ABX discrimination task is shown for the purpose of illustrating how the shorter morph distance between morph stimuli in a perceptual task might be used to produce a clearer profile of the relationship between the category boundary and the discrimination boundary. The RT data are not very informative in such a task for which reason we have not analysed them. We have clarified the purpose of including the ABX paradigm in this type of journal.
3. Key theoretical and empirical papers related to category boundaries, animacy, and the uncanny valley are not cited—for example:

Ramey, C. H. (2005). The uncanny valley of similarities concerning abortion, baldness, heaps of sand, and humanlike robots. In Proceedings of Views of the Uncanny Valley Workshop (pp. 8–13), Fifth IEEE-RAS International Conference on Humanoid Robots, Tsukuba, Japan.

Looser, C. E. & Wheatley, T. (2010). The tipping point of animacy: How, when, and where we perceive life in a face. Psychological Science, 21(12), 1854–1862.

For example, Mitchell et al. (2011, “A mismatch in the human realism of face and voice produces an uncanny valley”) situated their study on the uncanny valley in some of the earliest literature on the uncanny:

Jentsch, E. (1906). Zur Psychologie des Unheimlichen [On the psychology of the uncanny], Psychiatrisch-Neurologische Wochenschrift, 8, 195–198.

The specific aim of the video article is to visualize and discuss the methodology used in the previous study of Cheetham et al., 2011. 

Ramey (2005) as others (e.g. MacDorman, 2010) refer to categorisation but clearly not specifically in the context of the long-established empirical-theoretical psychological framework of category perception. For this reason we do not mention them. 
We have now included the study of Looser, C. E. & Wheatley, T. (2010).  In terms of CP, that study fails to deliver conclusive evidence that the category boundary does predict the location of the perceptual boundary. This is of course relevant for our discussion.  We know include this in our discussion. Thank you for your suggestion.
To embed this theme more clearly in more recent and earlier work, we now suggest referral to the very informative paper: MacDorman, K., Green, R., Ho, C.-C., and Koch, C. Too real for comfort? Uncanny responses to computer generated faces. Comput. Hum. Behav., 25, 695-710 (2009).
4. “a brain region in the fusiform gyrus (see Fig. 6A) is shown to be sensitive to the presentation of fine-grained change along the DOH in the physical appearance of face morphs in the avatar trails.... category change in avatar trails... revealed responsiveness of the hippocampus, amygdala, and insula. The category change in human trails... revealed that the putamen, head of caudate, thalamus, and red nucleus are responsive to this condition.” The authors only interpret these results very superficially. The amygdala has been linked to fear, and the insula to empathy (e.g., Christian Keyser’s research). An interdisciplinary readership (e.g., those who are unfamiliar with fMRI) may have difficulty appreciating the results fully. For example, they won’t know the importance of the fusiform area in face processing.
As these results have been reported elsewhere, we now make clearer reference to that publication (which is freely available). For those who prefer not to refer to that study, we now provide additional information as you have suggested. We set this information in the context of category processing.
5.“At a broad level, this pattern of differences between the avatar and human trials suggests that avatar and human faces represent different categorization problems, and that this likely relates to the degree of previous categorization experience with a given category (e.g. 25)…” So the authors are basically saying that the effect is caused by our familiarity with human beings (or photographs thereof) as opposed to avatars. However, that would be an unsatisfactory explanation of the uncanny valley phenomenon, because there are many less familiar categories of stimuli, and boundaries between less and more familiar categories, that do not produce the eerie sensation associated with uncertainty about whether an entity is human or nonhuman, alive or dead.
This is not intended as an explanation of the uncanny valley phenomenon, as the valence dimension of the hypothesis was not measured. Any interpretation of the results in terms of eerie sensation is not possible or intended. This is an interpretation of the findings relating to processing faces of the avatar and human categories within the context of the specific paradigm used which was designed to assess category processing along the dimension of human likeness. An explanation of the uncanny valley phenomenon needs in our view consideration of additional mechanisms. Thus, we agree with you entirely. We clarify this point in the abstract and especially in the discussion.
Minor Concerns

1. In the abstract and elsewhere, the authors use “e.g.” in conjunction with citations. This is redundant. From the context, the reader can tell that the citations are examples. The same applies to other expressions such as “See” in section 1.7. This redundant style also leads to the unnecessary insertions of parentheses. 

Thanks for this point. We have addressed it accordingly.

If a citation is placed just after the full-stop, it is clear that the citation relates to the whole sentence, not just the last word (e.g., “…log transformation.9” not  “…log transformation9.”). 

Thank you for picking this up. We have amended this accordingly throughout the MS.
2. The use of “here” is somewhat informal (e.g., “Here we used…,” rather than “In this study we used…”).

Thank you. We have addressed this.
3. Should I assume the use of imperatives in the methods section is the style of the journal?

Yes, this is the intention and wish of the Journal as its purpose is to allow other researchers to follow the same procedure

Does “up-turned” mean “upside-down”? 
Yes, thank you for noting this. This has been amended.

4. There should be a space after the cross (“x”) in “3.10 x2.75.”

This has been amended.
5. Capitalization of article titles in the reference section is inconsistent.

We have amended the titles.

6. Figure 4 and 5 are pixelated. Why not use vector graphics (e.g., EPS, PDF) instead of pixel graphics (e.g., JPEG, PNG, GIF).

We have improved the quality of the images.
7. Trials is spelled trails.
Thank you very much. This has been corrected.

Reviewer 2:

Summary

This manuscript describes in somewhat greater detail the procedures that were used by the authors for their recent article in Frontiers in Human Neuroscience (Cheetham, Suter, & Jäncke 2011).  The focus is on two commonly used procedures in cognitive science and cognitive neuroscience:  categorical perception and fMRI adaptation.  Both of these techniques have been widely used for years.  

Major Concerns

The procedures and results (including the exact same figures) have already been described elsewhere (Cheetham, Suter, & Jäncke 2011).  Indeed, the behavioral portion of that study was largely a replication of a larger study recently published by Looser & Wheatley (2010) in Psychological Science, although strangely it is not cited here.  

The aim of the paper is to allow the procedures used in the previous study to be visualised in more detail in the context of the Uncanny Valley Hypothesis and to broaden the interest about this particular approach to understanding subjective perception of human likeness. 
We have now included the study of Looser, C. E. & Wheatley, T. (2010).  We now include this in our discussion and consider an aspect of its methodology. Thank you for your suggestion.

Reviewer 3:

Summary

This is a very interesting study and, based on the nature of the stimuli used (morphed faces) as well as the method (fMRI brain scanning) it should result in an engaging and informative video. We are sure this contribution will inspire other scientists to realize similar studies and presentations of the results.
The rationale and background for the technique are adequately explained but the presentations can be improved. The author should discuss the reason they collected some measures (e.g., RTs) and whether the design they chose to adopt was an optimal one for revealing categorical perception effects (see detailed comments in next section
Major Concerns

Why is dimension of human likeness abbreviated into DOH instead of DHL?
Thank you. Good question. We have changed the abbreviation to DHL.
In 1.1: The number and positions of the reference points for the morphing should be described.
Thank you for this suggestion. This information has been added (in a new section, now numbered 1.1.1).

In 1.2: Please state how many faces and avatars did the authors create.
This information has been added (in a new section, now numbered 1.1.2.) .
 In 1.7: Why participants were asked to identify the category of the stimuli not only “as precisely as possible” but also “as quickly as possible”? Did the authors record the response times (RT) for the classification task? If they did, please explain why RTs for the identification task were needed and, if useful, provide the results in RT.
Thank you for raising this issue. We have entered this point in the discussion (paragraph 12)., explaining the intention to gain clear RT data and why. We also refer to our early pilot study in which we found that instructions to identify the presented morph stimulus either as quickly and accurately as possible or simply as accurately as possible had a negligible impact on the shape and position of the response function. This would suggest that participants generally use a decision strategy weighted for accuracy, though this suggestion could be tested thoroughly.
The RT data for the two–alternative forced choice categorization task was already reported in Cheetham et al., 2011. We add now an additional analysis and show the RT figures to help visualization of the results. 

In 2.2: The study employed a same/different task with successive presentations. This kind of task can be affected by response bias and therefore d’ or A’ would be preferable measures (e.g., Pilling, Wiggett, Ozgen, & Davies, 2003 in Memory and Cognition).

Thank you very much for this valuable point. This section of the planned paper was erroneously omitted. This has now been included with the presentation of results.  
In 2.3: The discrimination task always began with M4 or M8. This procedure could provide clear and robust representations of M4 and M8, relative to other stimuli. Thus, it could be argued that M4-M8 or “between” pair were discriminated more precisely than “within” pairs because the former had more robust representations that helped the discrimination process. That is, it could be argued that the observed “categorical perception” did not reflect the presence of a category boundary per se.
Thank you very much for these points.  This issue has been addressed in the Discussion in detail, emphasizing the experimental constraints used to avoid this problem. We suggest also how the protocol could be modified to exclude or analyze this potential bias.
The participants performed the classification task first, and then performed the discrimination task. This order, however, could engender a response bias (e.g., Newell and Bulthoff, 2002, in Cognition). That is, the obtained “categorical perception” could have resulted from the bias produced in the first classification task. In order to avoid such a confounding bias, several studies have performed the discrimination task first and the classification task second.
In our case we used different subjects for the classification and discrimination tasks. We have clarified this in our description in the protocol to avoid any misunderstanding. Thank you for pointing this out.  We address this issue again in the discussion, 
Minor Concerns

The numbering is confusing.  For example: “Stimuli, experimental conditions, and tasks” and “2. Representative Results” should be at the same level.
Thank you. We have entirely restructured the levels to ensure consistency and help navigation through the text.
